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1 Introduction

The attitude determination algorithm of the Star Tracker 5000 (ST5000)
(known as “Lost in Space”, or LIS) uses an on-board star catalog containing
all the stars in the sky with a visual magnitude mv between 4 and 8. There
are 38,400 such stars.

In addition, it uses an on-board triangle catalog consisting of the triangles
made by connecting combinations (triplets) of 3 stars. A small number of
stars can make a large number of triangles. For N stars, the triangle count
scales like N3, and using all the stars in our flight catalog would give us
about 9.4× 1012 triangles.

We use various techniques to whittle down this large number to something
manageable in the flight computer. One of the techniques uses a Hierarchical
Triangular Mesh (HTM, arXiv:cs/0701164) to partition the sky into roughly
equal-area sections. The “level” of the mesh determines how many sections
the sky is divided into. Each increase in the mesh level quadruples the
number of sections. A Level-1 mesh divides the sky into 8 spherical triangles.
A Level-8 mesh generates 131,072 sections, and a Level-9 mesh generates four
times as many, 524,288 sections.
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The mesh level determines how many triangles are stored in the catalog.

2 Sparse Regions of the Sky

We run into problems when we confront a sparse region of the sky, where the
stars are fewer and farther between. The scarcity of stars and their triangles
can make it more difficult for the LIS algorithm to figure out where it’s
looking.

Remember that the algorithm only knows about the stars in its catalog. Any
stars that are too faint to be in the catalog, but are nevertheless seen by the
sensor, are treated as strays and discarded. Some regions of the sky are
under-represented in the star and triangle catalogs.

This was made clear to us during the flight of NASA sounding rocket 36.274
(PI W. Cash, U. Colorado) on December 10, 2011. The ST5000 performed a
successful LIS attitude determination on the Dark calibration field, then the
rocket moved to the science field, the Vela supernova remnant, and repeatedly
failed to determine the attitude. It turned out the on-board triangle catalog
for that part of the sky was dominated by very bright stars, but when those
bright stars were imaged by the ST5000’s sensor, they were saturated in
count rate and were discarded by the tracker’s bright-star rejection rules.
The mismatch between the triangles formed from the sensor and those stored
in the catalog caused the algorithm to fail.

3 Remediation of the Problem

We addressed this problem by simply deepening the triangle catalog by 1
mesh level, to Level-9. This allowed us to fly 4 times as many triangles, and
thereby removed the sparseness issue for that (and any other similar) part
of the sky.
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4 Predictions

This analysis led to the development of effective tools to examine the catalogs
in advance of a flight, and compare the actual target fields with the predicted
triangle counts. The issue is how to characterize a target field as good or bad
for LIS. Obviously, because bright stars will dominate the catalog, and fainter
stars are preferred by the sensor, it’s best to examine how many faint-star
triangles are left over after the bright stars are taken care of.

There are two similar approaches to this analysis.

4.1 Combinatorics

The NASA Sounding Rocket contractors (Murphy and Empson) developed
a combinatoric method, which counts up the various ways to form triangles
given the discrete catalog magnitudes of (4, 5, 6, and 7). The number of
combinations of 4 magnitudes taken 3 at a time, with repetitions, called the
k-multicombination (en.wikipedia.org/wiki/Combination) is given by

(
n + k − 1

k

)
(1)

where n = 4 and k = 3. This gives 20 possibilities. They are listed in Table
1. As we move down the first column, we strike out any triplet that has
previously appeared. By the time we get to the 4th column, only one triplet
(7,7,7) is left.

We use these 20 bins to classify every triangle we can construct from the star
catalog.

We extract the predicted list of observed stars from the star catalog based on
the target Right Ascension and Declination, and the roll angle of the rocket
during the observation. The rectangular aspect of the sensor makes the roll
angle relevant. Using this list, we form all possible triangles and then sort
them into the 20 combinatoric bins. We plot a histogram of the results,
shown in Figure 1. This analysis used a Level-9 mesh.
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Table 1: k-multicombinations of 4 magnitudes, taken 3 at a time

4,4,4 5,4,4 6,4,4 7,4,4
4,4,5 5,4,5 6,4,5 7,4,5
4,4,6 5,4,6 6,4,6 7,4,6
4,4,7 5,4,7 6,4,7 7,4,7

4,5,4 5,5,4 6,5,4 7,5,4
4,5,5 5,5,6 6,5,5 7,5,5
4,5,6 5,5,6 6,5,6 7,5,6
4,5,7 5,5,7 6,5,7 7,5,7

4,6,4 5,6,4 6,6,4 7,6,4
4,6,5 5,6,5 6,6,5 7,6,5
4,6,6 5,6,6 6,6,6 7,6,6
4,6,7 5,6,7 6,6,7 7,6,7

4,7,4 5,7,4 6,7,4 7,7,4
4,7,5 5,7,5 6,7,5 7,7,5
4,7,6 5,7,6 6,7,6 7,7,6
4,7,7 5,7,7 6,7,7 7,7,7
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This technique was successful in distinguishing between the good and bad
fields of the 36.274 flight, and has been used since then to check all flight
targets in advance of the mission.

One characteristic of the combinatoric binning is that 10 of the 20 bins are
allocated to triangles containing at least one 4th magnitude star. Because
just one of these bright stars will disqualify all the triangles that it partici-
pates in, we don’t really need to know how bright the other two stars happen
to be. Any triangle containing a 4th magnitude star is as questionable as
any other, so we might as well lump them all together.

4.2 Flux-weighted Contribution

A second approach accomplishes this goal of lumping all the bad triangles into
just a few bins by sorting triangles by their total brightness, the brightness
of their component stars added together. This is a little more involved than
averaging or summing their magnitudes. Magnitudes are a logarithmic scale,
and only add as exponents. Each magnitude represents a factor of 5

√
100 ≈

2.51. To compute the total brightness of the stars in a triangle, we first
convert from magnitude into linear brightness units, sum the brightnesses,
then convert back into magnitudes. Adding, say, three 5th magnitude (mv =
5) stars together will produce a result that is about 1.2 magnitudes brighter,
or about mv = 3.8.

If we compute the brightness of each of the 20 possible combinations, the
(4,4,4) triplet will be about mv = 2.8, and the (7,7,7) triplet will be about
mv = 5.8. Figure 2 shows how bright each of the 20 combinatoric triplets
actually is.

If we perform the brightness calculation on the same field and mesh level
characterized in Figure 1, we get the histogram shown in Figure 3. Figures
1 and 3 are not as dissimilar as they might at first seem.

First, the brightness method yields many more bins, lowering the maximum
number of triangles per bin. The combinatorics method has 20 bins; the
brightness method uses actual star magnitudes, with decimal places, not
magnitudes truncated to whole numbers. This gives a more continuous feel
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to the resulting distribution. There is more granularity to the histogram. We
use magnitudes given with a precision of 0.1 magnitudes. The combinatoric
method truncates the faint end of the catalog to mv = 7; the brightness
method uses values all the way down to mv = 7.9.

Second, we see the rebinning mentioned earlier. The first 7 bins in Figure 1
are collapsed into fewer bins clustered around mv ≈ 4. The 6 and 6/7 bins in
Figure 1 fall in around mv = 5.5 in Figure 3, and the peak beyond mv = 6.5
in Figure 3 represents the stars fainter than mv = 7 that are truncated to
mv = 7 in the combinatoric method.

4.3 Analysis of the 36.274 Problem

Finally, we turn the brightness method on the problem that motivated this
analysis, the bright star field surrounding the Vela supernova remnant. How
well does the brightness method predict the triangle starvation of the Level-8
mesh compared to the Level-9 mesh?

Figure 4 shows the triangle brightness histogram for the Vela field using a
Level-8 mesh. Figure 5 shows characterizes the same field with the Level-9
mesh.

Figure 4 shows the far fewer total number of triangles, dominated at the
bright end with dozens of triangles containing 4th magnitude stars. Going
to a Level-9 mesh doesn’t eliminate these triangles, but it does add many
more fainter ones, in the magnitude ranges that the sensor resolves well.

It is interesting to use this brightness analysis to address the 36.274 issue
in a different way: by simply excluding 4th magnitude stars from the star
catalog, and building the Level-8 triangle catalog using fainter than mv = 5.

Figure 6 shows this case. The change is small, but significant. The absence of
bright star domination of the triangles allows more of the fainter ones to be
cataloged. It turns out that this small change is sufficient to turn the 30 LIS
failures during that flight into 29 successes, with only one troublesome failure
holding out. With the retry strategy employed by the rocket’s Attitude
Control System, there would have been no problem.
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Figure 1: Triangles binned by combinatoric type

Figure 2: Brightness of 20 possible triplets of triangle stars
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Figure 3: Triangles binned by total brightness

Figure 4: Triangle Brightnesses for the Vela Field, Level-8 Mesh
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Figure 5: Triangle Brightnesses for the Vela Field, Level-9 Mesh

Figure 6: Triangle Brightnesses for the Vela Field, Level-8 Mesh,
but with mv ≥ 5 (compare to Figure 4)
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